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Abstract. Multimodal large language models (MLLMs) are promising
for forgery detection, but most methods treat them as fixed black boxes.
Preliminary studies have shown that this passive use overlooks instabili-
ties in the internal data flow, leading to representation drift. In this work,
we introduce the Asymmetric Anchoring Paradigm (AAP), an open-box
approach that reshapes the MLLM’s internal data flow (rather than ap-
pending external components) by re-purposing its pre-trained visual en-
coder as an active truth anchor. AAP has two key steps: (1) for real
images, we impose an anchor-alignment constraint that pulls represen-
tations toward the truth anchor, yielding a highly stable, low-variance
manifold; (2) for tampered images, we measure their deviation from the
anchor and use the resulting error map, which spatially quantifies depar-
tures from real-world priors, as a precise cue for the localization decoder.
Comprehensive evaluations on SID-Set and OpenSDID demonstrate that
AAP substantially improves detection accuracy and the localization IoU
within manipulated regions. By opening the black box and anchoring to
the encoder’s real-world priors, AAP turns MLLMs from passive compo-
nents into actively regularized detectors for practical forgery detection,
offering a new insight for the field.4

1 Introduction

The proliferation of generative models, from the Sora series to various AIGC
tools, has made the creation of forged content effortless, posing a severe threat to
the credibility of digital information [32,43,67–69,71,72]. Traditional binary clas-
sification detectors [31,38,40,46,62] are struggling to meet the complex demands
of modern forgery detection. In pursuit of more transparent and reliable eval-
uations, the research community has increasingly turned to Multimodal Large
Language Models (MLLMs). As a result, a new research direction has emerged,
harnessing the unique capabilities of MLLMs for comprehensive evaluations ex-
tending beyond simple classification to address complex tasks such as forgery
detection, localization, explanation, and reasoning [17,18,34,44,60,61,64].
⋆ Corresponding author.
4 The code is in the Supplementary Materials and will be open-sourced.
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However, despite the progress made, existing methods face a fundamental
limitation: almost universally, they treat these powerful MLLMs as immutable
black boxes. Research has predominantly focused on designing clever visual/tex-
tual cues or appending supplementary external components.

Fig. 1: Representation drift in black-box
MLLM optimization. While the model
quickly learns synthetic forgeries, optimiza-
tion for real and tampered images is unstable,
causing real image recognition to lag, reveal-
ing a performance bottleneck.

This black-box approach over-
looks the inherent instability and
untapped potential within the inter-
nal data flow, leaving a critical flaw
unaddressed. To verify the existence
of this defect, we analyze the train-
ing dynamics of models based on
LLaVA [33] (Figure 1). Our results
reveal an unexpected phenomenon:
while the model quickly achieves
high accuracy on fully synthetic cat-
egories, its performance on real and
tampered images shows significant
instability. During fine-tuning, the
representations of these two cate-
gories become severely entangled.
Instead of forming distinct clusters,
their latent features collapse into an
overlapping space (Figure 2).

While it is intuitively known that
tampered images inherently share

visual elements with authentic sources at the data level [9, 50], our diagnosis
reveals a much deeper issue occurring during the fine-tuning process. Specifi-
cally, we uncover an optimization conflict within the MLLM’s internal represen-
tation space: as the model aggressively updates its weights to capture tampered
forgery artifacts, it catastrophically corrupts the existing real-world knowledge,
leading to a dynamic Representation Drift. We call this a specific type of asym-
metry [63]. The model struggles to identify forgery traces in tampered images
without misclassifying authentic real images. As a result, its accuracy on real
images consistently lags behind, causing it to hit a performance bottleneck pre-
maturely.

Based on this diagnosis, the observed drift is not an insurmountable flaw,
but rather a missed opportunity. The solution lies not in adding complex ex-
ternal modules, but in harnessing an overlooked, pre-existing stabilizing force:
the MLLM’s foundational visual encoder, which serves as the missing “Truth
Anchor”. Extensively pre-trained on authentic images, this encoder is inherently
rich in real-world priors. This prompts a crucial shift: rather than simply
appending components to a black-box paradigm, why not open and
reshape the black box itself? By intervening directly in the MLLM’s internal
data flow, intermediate visual representations can be realigned and anchored to
the priors embedded within the visual encoder.
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Fig. 2: T-SNE visualization of black-box LLaVA and AAP. (a) The black-box LLaVA
clearly separates Full Synthetic images but shows highly diffuse and entangled rep-
resentations for Real and Tampered images, limiting real image recognition. (b) In
contrast, the AAP method effectively disentangles these representations.

In this work, we propose the Asymmetric Anchoring Paradigm (AAP),
which applies distinct constraints for different image types: (1) For Real im-
ages, the primary classification objective and our internal alignment constraint
work synergistically: the classification pulls features toward the Real class, while
the alignment pulls them toward the Truth Anchor. This dual influence results
in a stable, low-variance representation for real data, elegantly resolving the
performance bottleneck (Figure 2). (2) For Tampered images, we decouple the
objectives. The classification loss drives features away from the Real class, while
we measure the alignment error against the Truth Anchor instead of applying an
alignment loss. This measured deviation effectively signals inauthenticity. Cru-
cially, this process generates a powerful byproduct: the alignment error map,
which spatially quantifies local departures from real-world priors. We harness
this map as a dense spatial cue for the localization decoder, enabling it to pin-
point tampered regions by contrasting their high alignment error against the low
error of authentic regions. The contributions are summarized as follows:

– We are the first to demonstrate that the prevailing MLLM black-box paradigm
neglects internal optimization instability, leading to representation drift that
specifically bottlenecks real image recognition.

– We propose AAP, an open-the-black-box framework that redefines the visual
encoder as a truth anchor to regularize representation optimization.

– We effectively utilize the alignment error map, a byproduct of the alignment
process, as a spatial cue to enhance tampered image localization accuracy.

– Our method achieves state-of-the-art performance on both the SID-Set and
OpenSDID benchmarks, thoroughly validating the superiority of our pro-
posed open-the-black-box and representation anchoring paradigm.

2 Related Work

2.1 Traditional Forgery Detection and Localization

In the early stages of AIGC content forensics, forgery detection primarily focused
on traditional image forensics techniques. Early works relied on analyzing specific
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statistical and frequency artifacts, such as compression artifacts, noise patterns,
or camera fingerprints [13,23]. With the rise of deep learning, methods based on
Convolutional Neural Networks became mainstream. These approaches achieved
significant progress in binary classification tasks [6,31,38,46,65]. However, these
models typically provide only opaque judgment, lacking interpretability and the
ability to pinpoint specific tampered regions. These limitations make them in-
sufficient for the multifaceted demands of modern forgery analysis.

To effectively address this limitation, a separate line of research focused on
the task of forgery localization. These methods usually adopt semantic segmentation-
like architectures, training an encoder-decoder model to output pixel-level forgery
masks [15, 37, 41]. Although these specialized models excel at localization, they
are often decoupled from the classification task, require extensive separate train-
ing, and lack the capability to provide natural language explanations. The frag-
mented nature of these traditional methods, coupled with the further demands
placed on forensics by the high fidelity of generative techniques, has naturally
led to the exploration of MLLMs for forgery detection applications.

2.2 Application of MLLM in Forgery Detection

In pursuit of a more transparent, interpretable, and comprehensive versatile
forgery assessment, the research community has increasingly turned to MLLMs.
The prevailing architectural paradigm of advanced contemporary MLLMs, such
as LLaVA [33] and InstructBLIP [7], typically bridges a powerful, pre-trained
visual encoder (e.g., CLIP-ViT [47]) with a large language model (LLM, e.g.,
LLaMA [57]) via a carefully designed lightweight projection module. This design
endows the models with strong joint visual-language reasoning capabilities.

A primary branch of existing research focuses on leveraging the powerful rea-
soning and instruction-following capabilities of MLLMs. For instance, ForgeryGPT
[34] and FakeShield [61] utilize meticulously designed prompting to guide the
model in generating detailed textual analyses and forgery explanations. This
MLLM-as-an-evaluator paradigm was subsequently extended: MLLM-as-a-Judge
[60] validated the efficacy of MLLMs as reliable zero-shot image safety arbitra-
tors, while HEIE [64] specifically employs their semantic understanding capabili-
ties for an interpretable assessment of image impossibilities. Concurrently, other
recent works have focused on augmenting MLLMs with new functionalities or
optimizing their inputs. SIDA [18] and FakeShield [61] address the fundamental
challenge of spatial localization by introducing a special <SEG> token, enabling
the LLM to command an external SAM decoder [5]. In contrast, MM-FFD [17]
concentrates on input-side engineering, designing a Visual-Knowledge Adapter
and a Text-Prompt Aligner to better align visual artifacts with text prompts
before they enter the LLM, thereby enhancing interpretability.

However, as we noted in our introduction, these advancements almost uni-
versally follow a black-box paradigm. Despite being built upon MLLMs architec-
tures, their innovations are primarily concentrated on external module design: for
example, designing clever visual prompts, constructing multi-task instructions,
or appending a decoder to the MLLM’s final output layer [18, 60, 61, 64]. The
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Fig. 3: The proposed open-box architecture for forgery detection and localization.
The framework features two core modules: Truth Anchor-based internal representation
alignment, and alignment error-driven spatial cue injection.

MLLM itself is treated as an opaque, monolithic reasoning engine or an external
component. Scant research has delved into its internal dataflow to investigate its
stability and potential issues during fine-tuning on forensics tasks.

3 Asymmetric Anchoring Paradigm

To verify the effectiveness and universality of our proposed paradigm, we instan-
tiate our framework using explainable forgery detection and localization task as
an example. This complex and multifaceted task serves as an ideal testbed.

3.1 Preliminaries

The existing black box MLLM paradigm for e-IFDL [18] treats the system M as
a sequential data processing pipeline. Formally, the input image xi ∈ RH×W×3

is first encoded by a visual encoder V (either a pretrained model or a custom-
designed architecture) into a sequence of N image patch features zv = V (xi),
where zv ∈ RN×Dv . These visual embeddings are then mapped by a projector
P into the lexical embedding space of a large language model L.

The language model L then processes these projected features along with
textual cues, deriving a high-level semantic representation from its final hidden
state. In this paradigm, optimization is entirely driven by the endpoint objec-
tive acting on this final state: the classification loss Lcls determines the image
category, while the segmentation loss Lseg guides the semantically labeled local-
ization decoder Dseg. Existing methods, often inspired by LISA [29], typically
exploit this by extracting representations for <CLS> and <SEG> tokens from the
final layer. This dependence on the endpoint signal, lacking internal control,
leads to the Representation Drift identified in Sec. 1.

3.2 Anchoring Representations

We propose an open box reshaping paradigm (Fig. 3) that intervenes in the
MLLM’s internal dataflow to resolve the optimization instability identified.
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Defining the Truth Anchor. We first define the Truth Anchor za as the
patch representations extracted from the penultimate layer of the visual encoder,
Vp. Our choice of the penultimate layer is deliberate. As demonstrated in prior
work [33], the penultimate layer retains a richer, unprojected representation of
these visual priors—such as texture, edges, and local artifacts. Therefore, za
represents the ground truth perceptual representation of the input image xi, as
interpreted by V ’s extensive real world pretraining.

zia = Vp(xi) ∈ RN×Da (1)

Since V remains frozen, the Truth Anchor za serves as a stable, corruption-free
perceptual reference. The performance improvement derives from targeted regu-
larization rather than parameter expansion. Unlike randomly initialized modules,
this visual encoder has been pre-trained on massive datasets of authentic images,
embedding an overwhelmingly strong normative real-world prior into its latent
space. Recent studies [42, 51, 54] have shown that such pre-trained features can
implicitly capture forgery artifacts. Even for high-fidelity forgeries that appear
realistic to the human eye, subtle inconsistencies in low-level statistics and micro-
textures invariably disrupt the manifold of authentic representations [30, 55].
We argue that this capability stems precisely from the fact that forgeries devi-
ate from the encoder’s ingrained priors. Therefore, the Truth Anchor za serves
not as a completely forgery-blind baseline, but rather as an authentic gravi-
tational center. For authentic images, za provides a highly stable reference to
prevent representation drift during MLLM fine-tuning. For synthetic or tam-
pered images, their inherent unnaturalness causes a measurable perturbation
against this strong authentic prior. This perceptual deviation from the Truth
Anchor subsequently serves as the crucial source signal for our Error Map.

Anchoring Representations. Our framework’s optimization is defined by two
competing objectives. The first is the standard classification objective Lcls. Ap-
plied to the model’s final output, it acts as a semantic force encouraging the
separation of Real and Fake representations into distinct clusters. The second,
which forms the core of our intervention, is our novel Anchoring Represen-
tation Loss (ARL), Larl. We intervene by extracting the intermediate patch
representations zl = {zpl }Np=k from a middle layer k of the language model L.
This choice is motivated by recent studies [21, 70] on MLLM internal informa-
tion flow. These works reveal a processing hierarchy: early layers aggregate global
visual context, intermediate layers capture fine grained and spatially localized
features, and later layers integrate information for response generation.

As the intermediate layers are critical for visual understanding and pivotal
for visual grounding [19,22,66], we target them for our internal feature alignment
process. To effectively compare these dimensionally disparate representations,
we introduce a lightweight alignment projector Pφ (a simple MLP, detailed in
Supplementary Materials) to map zl to the anchor’s dimension. Larl is then
defined as the mean cosine distance between the projected representations and



Abbreviated paper title 7

the Truth Anchor, summed over all N spatial patches:

Larl =
1

N

N∑
p=1

(
1−

Pφ(z
p
l ) · zpa

∥Pφ(zpl )∥∥z
p
a∥+ ϵ

)
(2)

The Larl term serves as an auxiliary perceptual constraint, applied asymmet-
rically. As defined in our overall objective (Eq. 8), the Larl term is computed
exclusively for real images (yi = real). For these images, the semantic and
perceptual goals are perfectly aligned. This synergy forces the model to learn
an ultra-stable, low-variance representation for genuine data, effectively resolv-
ing the performance bottleneck. Conversely, for tampered or synthetic images,
the classification and alignment objectives conflict. The classification loss (Lcls)
drives the MLLM’s intermediate representation zl to capture forgery features, in-
herently pushing it further away from the Truth Anchor’s fixed perceptual base-
line za. To avoid this optimization conflict, our asymmetric design excludes Larl
from the loss function for non-real images. Instead, we compute the patch-wise
alignment deviation dp (Eq. 3) purely as a quantitative metric of this perceptual
divergence. Detached from backpropagation, this deviation forms the Error Map
(Me), providing a powerful spatial cue for localization (as detailed in Sec. 3.3).
Theoretical Analysis from a Gradient Perspective. Our asymmetric con-
trastive regularization provides a sound optimization mechanism. For real im-
ages, the optimization is governed by ∇zL = ∇zLcls + λ∇zLarl. The Larl term
mathematically imposes a linear restoring force (conceptually a “centripetal
force”) that constrains the feature trajectory within the pre-trained low-variance
manifold, effectively neutralizing representation drift. Conversely, for tampered
images, this constraint is released, allowing ∇zLcls to dominate as a “centrifugal
force” that actively pushes these tampered features further away from the real
manifold. Consequently, this asymmetric dynamic naturally guarantees a math-
ematical margin ∆ = ∥ztamp−za∥−∥zreal−za∥ > 0, resolving gradient conflicts
without the need for explicit negative pairs.

3.3 Error Map as a Spatial Prompt

Defining the Error Map. Me is a 2D map, corresponding to the patch res-
olution. We first define the alignment failure dp for each patch p as the cosine
distance (the term inside the summation of Eq. 2):

dp = 1−
Pφ(z

p
l ) · zpa

∥Pφ(zpl )∥∥z
p
a∥+ ϵ

(3)

The Error Map Me is then the spatial collection of these individual patch errors,
reshaped into the Hp ×Wp patch grid (where N = Hp ×Wp):

Me = ReshapeHp×Wp
([d1, d2, . . . , dN ]) (4)

For authentic images, this map is uniformly low. For tampered images, Me

presents high-error hotspots over manipulated regions, precisely where the in-
ternal representations zl deviate from the Truth Anchor za.
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Injecting the Spatial Cue. We uniquely leverage this byproduct as an explicit
spatial prior for localization, directly indicating regions of perceptual deviation
to the decoder without relying on external dense annotations. Specifically, the
patch-level error map Me is bilinearly upsampled to match the spatial resolution
(He ×We) of the localization encoder’s feature map Eenc, yielding Mr

e . Treat-
ing this map as a dense visual prompt, we employ a lightweight convolutional
projector Pψ to map Mr

e into a high-dimensional discrepancy embedding Ee,
aligning its channel dimension Ce with that of the encoder features:

Mr
e = UpsampleHe×We

(Me) (5)

Ee = Pψ(M
r
e ) ∈ RCe×He×We (6)

Our method injects this signal by fusing two distinct prompt types. The discrep-
ancy embedding (Ee), which carries low-level perceptual evidence of conflict, is
combined via element-wise addition with the primary semantic prompt (Ep).
This semantic prompt is derived by the prompt encoder from the LLM’s <SEG>
token embeddings and represents the high-level intent to segment. The resulting
feature EA

p becomes the final dense prompt for the decoder:

EA
p = Ep + Ee (7)

This fused prompt, EA
p , is then passed to the mask decoder, while the original

visual features Eenc are passed unmodified. This step (Eq. 7) prompts the de-
coder, providing it with not just the location of the conflict (via Mr

e ) but also a
learned, high-dimensional interpretation of that conflict.

3.4 Overall Objective and Implementation

Our model is trained end-to-end by optimizing a composite, multi-task objective
L. The final loss target is as follows:

L = λ1Lcls + λ2Lseg + λ3Larl (8)

where Lseg is the standard combination of Dice and BCE loss for the mask and
λ are balancing hyperparameters.

4 Experiments

4.1 Settings

Implementation Details. We adopt LLaVA-v1.5-7B [33] and LISA-7B-v1 [29]
as our default large vision-language foundation models. Both models couple the
Vicuna-1.5 language model [4] with the CLIP visual encoder [48]. Furthermore,
we also employ SAM [5] as our localization encoder/decoder to facilitate precise
mask generation and spatial understanding. We fine-tune the models using the
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LoRA technique, setting the hyperparameter α to 16 and the dropout rate to
0.05. The input images are resized to 1024 × 1024. All models are trained for
20 epochs using the Adam optimizer [24] with a fixed learning rate of 1e-4 and
a batch size of 16. Based on our empirical analysis, the loss hyperparameters
λcls, λseg, and λarl (from Eq. 8) are set to 1.0, 1.0, and 3.0, respectively. All
experiments are conducted on two NVIDIA H100 (80GB) GPUs.
Evaluation Protocols and Dataset. For evaluation, we comprehensively as-
sess our method across three forensic dimensions: detection, localization, and
explanation. For detection, we report image-level Accuracy and F1 scores. For
pixel-level localization, we adopt AUC, F1, and Intersection over Union (IoU).
For interpretability, the implementation details and qualitative evaluations
are provided in the Supplementary Materials due to space constraints. Cru-
cially, our experiments aim beyond standard generalization to validate our core
hypothesis: anchoring stabilizes optimization and resolves representa-
tion drift. We deliberately select SID-Set [18] and OpenSDID [59] as our pri-
mary testbeds. Their high-fidelity, three-category paradigm (real, fully synthetic,
and tampered) explicitly triggers the severe representation entanglement and op-
timization bottlenecks observed in baseline MLLMs (Sec. 1), providing the ideal
environment to verify our Asymmetric Anchoring Paradigm. SID-Set comprises
300,000 images, focusing on high-fidelity social media content. Its dataset is
evenly divided into three parts: 100,000 real images, 100,000 high-fidelity syn-
thetic images (generated by Flux [28]), and 100,000 intricately manipulated tam-
pered images (via GPT-4o and Latent Diffusion). We utilize the standard train-
ing and test splits of SID-Set. This dataset directly tests our method’s ability
to maintain the integrity of the real-world prior against state-of-the-art forgery
artifacts. OpenSDID is curated for spotting AI-generated content in the open
world, integrating a suite of SOTA T2I diffusion models (SD1.5 [49], SD2.1 [49],
SDXL [45], SD3 [10], and Flux.1 [28]). We follow its open-world protocol: train-
ing exclusively on SD1.5 and testing across all generators. Here, our goal is to
evaluate prior robustness: if our Truth Anchor successfully aligns the MLLM
with fundamental authentic priors rather than superficial artifacts, the model
should naturally exhibit superior cross-generator stability, resolving the perfor-
mance degradation seen in artifact-reliant detectors.

4.2 Detection Evaluation

We comprehensively evaluate the detection performance of our method on two
benchmarks: SID-Set and OpenSDID. Partial results are cited from [29,59].
Results on SID-Set. As shown in Table 1, our method achieves leading per-
formance across all three categories and demonstrates strong performance with
97.1% Acc and 97.0% F1 on average metrics. Most notably, our method directly
solves the core bottleneck identified in the introduction: the recognition of real
images. The baseline LLaVA achieves only 83.1% Acc on the Real category, while
the previous SOTA method, SIDA, reaches only 89.1%. In contrast, our method
(AAP-lisa) achieves an impressive 97.8% accuracy. This is an improvement of
over 14 percentage points compared to the baseline. This result powerfully val-
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idates our hypothesis. The exclusive application of Larl to the Real category,
which is the core of our asymmetric anchoring paradigm, forces the model to
dedicate its optimization power to perfecting a stable, low-variance representa-
tion for authentic data. This directly resolves the representation drift bottleneck
that plagues baseline models, leading to the near-perfect separation of real im-
ages visually reflected by the T-SNE visualization in Figure 2.

Methods Real Synthetic Tampered Overall

Acc F1 Acc F1 Acc F1 Acc F1

Antifake [2] 88.9 89.1 97.5 97.9 90.9 80.4 92.4 89.1
CnnSpott [12] 89.0 90.8 90.7 88.1 68.1 64.0 82.6 80.9
FreDect [11] 46.0 47.6 60.9 66.0 37.1 53.0 47.6 55.4
Fusing [20] 89.2 92.7 88.1 89.1 27.0 31.4 68.1 71.0
Gram-Net [36] 89.2 91.7 97.9 98.6 89.9 86.9 92.1 92.4
UnivFD [42] 68.3 68.5 86.4 98.0 92.5 90.0 82.4 85.4
LGrad [56] 62.0 76.1 58.0 67.3 99.1 98.8 73.0 80.6
LNP [1] 14.4 23.0 36.2 35.6 93.3 94.6 48.0 51.1
LLaVA-7B [33] 83.1 81.7 98.0 98.9 82.2 82.8 88.3 87.8
SIDA [18] 89.1 91.0 98.7 98.6 92.7 91.0 93.5 93.5

AAP-llava 98.2 95.9 99.8 99.7 92.0 94.9 96.6 96.6
AAP-lisa 97.8 95.2 99.9 99.8 93.3 95.2 97.1 97.0

Table 1: Performance comparison of our method and other deepfake detectors on the
SID-Set dataset. All methods were fine-tuned on the SID-Set training data. Bold text
represents the best results, and underlined text represents the second-best results.

Results on OpenSDID. We hypothesized that by anchoring to fundamental
realness priors instead of superficial forgery artifacts, our method would yield
superior generalization. The evaluation on OpenSDID (Table 2) confirms this
inference. As the results show, artifact-reliant detectors (e.g., RINE) suffer from
performance degradation when moving from in-domain (SD1.5) to unseen, ad-
vanced generators (e.g., SDXL, Flux.1). In contrast, our method maintains the
highest or second-highest performance across all unseen domains, achieving the
best overall average. This indicates that our Truth Anchor acts as a powerful
regularizer. Because the anchor itself is pre-trained on diverse, real-world data
and is agnostic to any specific generator’s artifacts, our Larl constraint prevents
the model from overfitting to these superficial tells. Instead, the model is com-
pelled to learn a more fundamental and robust decision boundary based on this
concept of realness, ensuring high performance even on unseen generators. The
detection results for specific categories are shown in Figure 3, further confirming
that our detection performance for the real category remains highly effective.

4.3 Localization Evaluation

We further evaluate the performance of our method in pixel-level localization.
Results on SID-Set. As shown in Table 4, our method achieves decisive SOTA
performance on the SID-Set localization task. This leap in performance is directly
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Method SD1.5 SD2.1 SDXL SD3 Flux.1 AVG
F1 Acc F1 Acc F1 Acc F1 Acc F1 Acc F1 Acc

FreqNet [55] 75.9 77.7 61.0 68.4 53.2 64.0 53.5 64.4 38.5 57.1 56.4 66.3
NPR [53] 79.4 79.3 81.7 81.8 72.1 74.3 73.4 75.5 67.6 71.4 74.9 76.5
UniFD [42] 77.5 77.6 80.6 81.9 70.7 74.8 71.1 75.2 61.1 69.1 72.2 75.7
RINE [25] 91.1 91.0 87.5 88.1 73.4 78.8 72.1 76.8 55.9 67.0 76.0 80.3
MVSS-Net [3] 93.5 93.7 79.3 82.3 59.9 70.4 62.8 72.1 27.6 56.8 64.6 75.1
PSCC-Net [35] 96.1 96.1 76.9 80.9 55.7 68.8 59.8 70.9 51.8 67.0 68.0 76.8
ObjFormer [58] 71.7 75.2 66.8 72.6 49.2 62.9 48.3 62.5 37.9 58.1 54.8 66.3
DeCLIP [52] 80.7 78.3 84.0 82.8 70.7 70.6 69.9 68.4 51.8 65.6 71.4 73.1
IML-ViT [39] 94.5 75.7 69.7 61.2 41.0 50.0 44.7 51.3 18.2 43.6 53.6 56.4
SIDA-7B [39] 91.3 91.2 87.3 88.7 74.6 77.7 76.6 80.2 66.7 73.3 79.3 82.2
OpenSDI [59] 92.6 92.7 88.7 89.5 78.0 81.2 73.1 78.0 56.5 68.5 77.8 82.0

AAP-llava (Ours) 92.2 91.6 90.2 90.5 81.7 83.5 84.9 85.9 73.1 76.7 84.4 85.6
AAP-lisa (Ours) 91.2 90.3 90.6 90.1 83.9 85.0 82.8 84.2 73.0 76.7 84.3 85.3

Table 2: Performance comparison of our method and other deepfake detectors on the
OpenSDID dataset. All methods were fine-tuned on the OpenSDID training data. Bold
text represents the best results, and underlined text represents the second-best results.

Table 3: The training and optimization process on the OpenSDID dataset, and the
accuracy of the three categories in the best results.

attributable to the injection of Me into the decoder, which propels the IoU score
to 56.8%. This dramatically surpasses the previous SOTA (SIDA-7B at 43.8%)
by 13.0 full percentage points. This significant gain is mirrored on the AUC
metric, where our method improves from 87.3% to 93.9%. This performance gain
validates the efficacy of our alignment byproduct as a spatial prior. Crucially,
it confirms that the measured deviation from the Truth Anchor is far from a
mere abstract scalar; it inherently captures the spatial footprint of tampering,
thereby providing explicit and precise guidance for the localization decoder.

Methods Backbone Localization

AUC F1 IOU

MVSS-Net [8] ResNet-50 48.9 38.3 23.7
HIFI-Net [16] CNN 64.0 34.8 21.1
PSCC-Net [35] HRNetV2p 82.1 52.6 35.7
LISA-7B-v1 [29] LLaVA-7B 78.4 49.1 32.5
SIDA-7B [18] LLaVA-7B 87.3 60.9 43.8
SAFIRE [26] SAM - 62.8 45.8

AAP-lisa (Ours) LLaVA-7B 93.9 72.4 56.8

Table 4: Results of pixel-level localiza-
tion performance evaluation on the SID-Set
dataset. Partial results are cited from [29].

Results on OpenSDID. Table 5
further shows that this spatial cue
is also highly generalizable. In the
cross-generator localization test, our
method again surpasses the SOTA
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Method SD1.5 SD2.1 SDXL SD3 Flux.1 AVG
IoU F1 IoU F1 IoU F1 IoU F1 IoU F1 IoU F1

MVSS-Net [8] 57.9 65.3 44.9 51.8 14.7 18.5 26.9 32.7 4.8 6.4 29.8 34.9
CAT-Net [27] 66.4 74.8 54.6 62.3 25.5 30.7 35.6 42.1 5.0 6.6 37.4 43.3
PSCC-Net [35] 54.7 64.2 36.7 44.8 19.7 26.1 29.3 37.3 8.2 11.6 29.7 36.8
ObjFormer [58] 51.2 65.7 47.4 41.4 7.4 9.8 9.4 12.6 5.3 7.3 24.1 27.4
TruFor [14] 63.4 71.0 54.7 61.9 26.6 31.9 32.3 38.5 7.6 9.7 36.9 42.6
DeCLIP [52] 37.2 43.4 35.7 41.9 14.6 18.2 27.3 33.4 11.2 14.3 25.2 30.3
IML-ViT [39] 66.5 73.6 44.8 50.6 21.5 26.0 23.6 28.4 6.1 7.9 32.5 37.3
OpenSDI [59] 67.1 75.6 55.5 62.9 31.0 37.0 43.8 51.2 16.2 20.3 42.7 49.4
LISA-7B-v1 [29] 49.4 61.8 49.8 63.3 32.2 45.5 41.7 54.2 23.1 36.3 39.2 52.2

AAP-lisa (Ours) 53.0 65.2 54.1 67.8 35.2 49.7 44.4 58.2 31.6 44.8 43.7 57.1

Table 5: Pixel-level localization performance on the OpenSDID dataset. All models
were trained on the sd1.5 training set. Bold text represents the best results, and un-
derlined text represents the second-best results.

method OpenSDI, which was de-
signed specifically for pixel-level local-
ization, on average (AVG) IoU and
F1 scores. This advantage is most
pronounced on the most challenging
cross-architecture generator, Flux.1,
where our IoU is nearly double that
of the SOTA method. This indi-
cates that the deviation-based anchor-
deviation map is a more fundamental
localization signal than the specific generator artifacts other models may rely
on.

Anchoring Strategy Detection Acc (%) Localization IoU (%)

Symmetric (Real + Tampered) 94.8 40.2
Asymmetric (Ours) 97.1 56.8

Table 6: Symmetric vs. Asymmetric Anchoring. Performance comparison on the
SID-Set when applying Larl symmetrically to all images versus asymmetrically.

Symmetric vs. Asymmetric Anchoring. A critical question is whether Larl
should also be applied to forged images. To investigate this, we investigate ap-
plying Larl symmetrically to both Real and Tampered images (Table 6). While
detection accuracy only drops by ∼3%, as the endpoint Lcls still dominates the
final prediction, the localization IoU plummets to 40.2%. This perfectly validates
our hypothesis: forcing forged images to align with the Truth Anchor artificially
suppresses their inherent artifacts and erases the perceptual deviation signal (dp).
Consequently, the Error Map (Me) becomes homogeneous, leaving the localiza-
tion decoder without spatial guidance. The asymmetric design is thus essential
for preserving the spatial conflict required for precise localization.
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4.4 Ablation Study and Analysis

We conducted a series of ablation studies to validate the effectiveness of the key
components in our framework.

Language Vision LARL SD1.5 SD2.1 SDXL SD3 Flux.1 SID-SetModel Encoder

Vicuna-1.5-7B [33]
CLIP ✗ 88.31% 88.25% 78.90% 81.60% 71.25% 91.78%

✓ 91.56%(+3.25) 90.45%(+2.20) 83.50%(+4.60) 85.90%(+4.30) 76.70%(+5.45) 96.60%(+4.82)

SigLIPv2 ✗ 87.32% 85.67% 75.19% 78.45% 70.83% 93.21%
✓ 88.79%(+1.47) 88.92%(+3.25) 80.53%(+5.34) 83.12%(+4.67) 75.91%(+5.08) 97.04%(+3.83)

LISA-7B-v1 [29] CLIP ✗ 91.17% 88.70% 77.65% 80.20% 73.25% 93.50%
✓ 90.25%(-0.92) 90.08%(+1.38) 85.00%(+7.35) 84.20%(+4.00) 76.72%(+3.47) 97.10%(+3.60)

Vicuna-1.5-13B [29] CLIP ✗ 92.17% 89.21% 78.26% 81.14% 74.26% 94.13%
✓ 92.56%(+0.39) 90.58%(+1.37) 84.84%(+6.58) 84.90%(+3.76) 77.52%(+3.26) 97.24%(+3.11)

Table 7: Visual representation anchoring impact. We evaluate models trained
with and without Larl across various visual encoders and LLM backbones.

Impact of Anchoring Representation Loss (Larl). To isolate the effective-
ness of our core contribution, Larl, we compare MLLMs with (✓) and without
(✗) the Larl constraint in Table 7. The results clearly show that adding Larl can
bring consistent and significant performance improvements for LLM base models
or visual encoders (CLIP, SigLIPv2) with different weights. Notably, it boosts
LLaVA-v1.5-7B accuracy from 83.35% to 87.45% (+4.1%). These sustained im-
provements across diverse architectures and scales (7B to 13B) validate Larl as
a robust, model-agnostic solution for mitigating representation drift.

error map OpenSDID SID-Set Avg.

× 39.23 43.80 41.52
✓ 43.65(+4.42) 56.85(+13.0) 50.25(+8.73)

Table 8: The impact of error map on localization.

Impact of Error Map Injection. Next, we validate the contribution of inject-
ing the alignment error map Me as a spatial cue into the localization decoder. As
shown in Table 8, we compare the performance on the localization task with (✓)
and without (×) using the error map. The results show that on both the SID-
Set and OpenSDID datasets, the model using error map injection outperforms
the baseline that does not use it (Avg. 50.25 vs 41.52). Specifically, our method
achieves an average IoU of 50.25, surpassing the baseline’s 41.52 by a command-
ing margin of 8.73% points. This confirms that the decoder is not merely treating
this map as noise, but is effectively learning to leverage it as a strong spatial
prior for fine-tuning the mask boundaries. Concurrently, this directly validates
our hypothesis that the alignment error is not an abstract value but a potent
spatial cue, providing critical guidance for the localization decoder.
Visualization of Representation Space. To qualitatively validate our diag-
nosis and solution, we present a T-SNE feature visualization in Figure 2. Left
(Black-box LLaVA): As we diagnosed, the Real and Tampered representations of
the baseline model are severely entangled and mixed in the feature space. This
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is the representation drift problem we identified, which leads to a bottleneck
in recognizing real images. Right (Ours): The effect of our anchoring method is
immediately apparent. The Real representation is successfully pulled into a sepa-
rate, extremely compact, and low-variance cluster by our Larl, clearly separated
from the forgery category. This visualization provides strong visual evidence for
our problem diagnosis and solution.

4.5 Qualitative Results

Fig. 4: Qualitative results on the SID dataset. From left to right: original tampered
image, error heatmap, predicted mask, and ground truth mask.

Fig. 5: Qualitative results of forgery detection and explanation on the SID-Set.

Finally, we present qualitative localization results on SID-Set in Figure 4.
The error heatmap is particularly insightful. This map is a byproduct of the Larl
anchoring process, generated automatically without any pixel-level supervision.
We can clearly see that the heatmap (bright areas) accurately highlights the
tampered regions, while the authentic background remains dark. Guided by this
precise cue, our final predicted mask is able to highly conform to the ground
truth mask. Figure 5 demonstrates our model’s explanatory capabilities. By
stabilizing internal representations, Asymmetric Anchoring significantly reduces
visual-textual hallucinations, grounding MLLM reasoning in robust real-world
priors. Implementation details are provided in the Supplementary Materials.
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5 Conclusion

We identify Representation Drift as a critical bottleneck suppressing MLLM
performance on authentic images. To resolve this, we propose the Asymmet-
ric Anchoring Paradigm (AAP), an open-box framework repurposing the visual
encoder as a Truth Anchor. Asymmetrically aligning authentic images to this
anchor successfully stabilizes the real-world prior, while the byproduct alignment
error map provides a precise spatial cue for localization. Comprehensive evalua-
tions on SID-Set and OpenSDID confirm AAP’s state-of-the-art performance in
both forgery detection and localization.

6 Limitation Discussion and Future Work

A key limitation is our reliance on a static Truth Anchor. While effective on
benchmarks, this fixed anchor may struggle with "in-the-wild" authentic content,
which often features significant quality degradations (e.g., noise, compression)
and stylistic variations. Such non-standard authentic images therefore risk being
falsely flagged. Future work will therefore target a dynamic or adaptive anchoring
mechanism to generalize to this real-world diversity.
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